
What is an operating system? OS is a control program between a user and a computer which provides an environment in which theuser can execute application 
programs.

What makes a good OS? User friendly, efficiency, versatility (hardware, etc), stability, correctness/security,  

1/14/2009, 10:09 AM 

User1)
*Efficiency
*Convenience
*Correctness
Managers2)
*Easy to maintain
Developers3)
*Easy to design/implement

3 Types of interactions:

5 Issues with Operating Systems:

Step 1: Power on

Initialize systema.
Check available devicesb.
Install info into interrupt vectorc.

Bootstrap read only in OSa)
Requires more hardware to rewrite bootstrapb)

Bootstrap on ROM and OS on disk1)

You can change the bootstrap from OSa)
ROM loader, Bootstrap and OS on disk2)

2 Typesd.

Step 2: Bootstrap

Initialize data structures: PCB, frame tables, process queue, etca.
Step 3: Load OS

Step 4: Start OS

Computer System Operations1)

Passive Model - Interrupts1)

Wait for some predefined event to occura.
Stopping and preserving the current processb.
Transfer control to an interrupt service runtimec.
Resuming the interrupted process after the service is doned.
Go back to predefined waiting state (wait for event)e.

Process:

User requests and then it services, Faster response

Software (traps) and Hardware (signals) a.
Maskable (can be interrupted) or Non-maskable (cannot be interrupted)b.

First come first serve1)
Priority2)

Multiple interrupts modelsc.

Interrupts: 

Active Model -Polling2)
Actively looks at users to see if they have things that need to be run, does them, them moves to the next thing

2 Types of Interaction Models:

Storage Structure1)
Input / Output (I/O)2)
Evolution of computer systems3)
Hardware protections4)

Read Section 13.1 and 13.2 to understand CH 1

1/16/2009, 10:03 AM

INTERRUPTS

Initialization
Waiting

Fixed a locationi.
-Have to keep that location reserved
-You have to linear search through the interrupted process (like accessing a something using the front of a single linked list)
A location indexed by an interrupt vector tableii.
-Interrupt vector table points to a location that holds all information about the process that was interrupted (stored variables, process, etc)
-Have to keep vector table location reserved

To resume interrupted processes you have to store the previous process somewhere, 
Stopping and preserving

Notes
Monday, January 12, 2009
10:43 AM
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-Fastest resumption times
On the system stackiii.
-You'll only be able to access the most recent one or you'll have to pop a bunch then push them back on the stack.

Handler (interruptCode)

/ŀǎŜ 5ƛǾƛŘŜ.ȅ½ŜǊƻ Χ ōǊŜŀƪΤ
/ŀǎŜ hǳǘhŦ.ƻǳƴŘǎ ΧΦ ōǊŜŀƪΤ

{ switch case (interruptCode) {

At a fixed location

-In this one you can use individual subroutines to deal with DivideByZero or OutOfBounds that are accessible with vector table
-Handler in Table then points to the specific subroutine based on what is needed
-You can change one of the algorithms and recompile it without taking out the whole thing
-Probably easiest to add a new service

Interrupt vector table

Transferring

STORAGE STRUCTURE

Fastest to Slowest & Most Expensive to Cheapest
CPU (registers are part of the CPU)
Register (Fastest and Most Expensive)
Main Memory
Secondary Storage (ex. hard disk)
Tertiary storage (Slowest and Cheapest) (ex. tape)

-can go in between any two different speed storage devices
-improves transfer speed
-hard to decide what  to transfer and when to transfer
-multiplicity occurs and you need to keep values consistent
-transfer expected data items to faster device in advance
-keep to-be-needed data items in fastest device

Caching 

Read Ch 13 Section 1 and 2 and Chapter 1

Handler
DBZ
OOB

Handler OOB
DBZ

1/21/2009, 10:10 AM 

I/O

Lots of interrupts for a large volume of data
Conventional I/O Model

I/O device

processor

Local buffer

Device driver

data

memory

Os Data

Provides uniform  
interface to OS

Device Controller

Os initializes device 
during boot

Executes other 
forks
While waiting for 
interrupt Receives an interrupt 

request and transfers 
control to handler

Handler 
provides 
service

OS resumes the 
initial process

Device drivers 
initialize I/O 
devices

Wait for I/O 
command

Input ready
Output 
complete
Error occurs

Device driver 
signals an 
interrupt

You can change the amount of area provided to each devicea.
This allows us to trans larger volumes of data each time b.
Venerable to memory access errorsc.

I/O Address Device

320 ~ 32F Hard Disk Controller

378 ~ 37F Parallel Port

3D0 ~ 3DF Graphics Controller

3F0 ~ 3F7 Serial Port

Memory Mapped I/O

Direct Memory Access (DMA) I/O
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Like memory mapped I/O but has a DMA controller that controls accessa.
Better control of memory accessb.
When DMA uses memory bus CPU cannot (cycle stealing)c.
What we currently used.

Direct Memory Access (DMA) I/O

First Generations of Computers

Put in cards, press start button, get resulta.
A user occupies all devices, they control everythingb.
The user must know how to operate all devicesc.
OS only has a compiler and device driverd.

User has complete control of the program (interactive environment)i.
Good things:e.

Very slow operation because all operations are manuali.
Only one user can use it at a time (so lots of idle things, low system utilization rate)ii.

Drawbacks:f.

Early single programming systems

Input device Output deviceCPU and Memory

User

Input device Output deviceCPU and Memory

Operator

1/23/2009, 10:02 AM

Your home directory  /home/username or ~
Current directory  .
Parent director  ../
From work to photos  ../photos/blah.jpg

Linux File system:

1/26/2009, 9:59 AM

Skilled operatorsi.
Batching programs of the same language togetherii.

Faster operations a.

Non-interactive environment for useri.
Long turn around timesii.

Drawbacksb.

Single Batch System:
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User

Support simultaneous I/O operationsi.
Improved system utilization ratea.

Loaderi.
Control card interpreter (tells the language)ii.
Loads device drivers, etc.iii.

Automated operator / Monitor (1st OS)b.

Off-line processingi.
Magnetic tapec.

Spoolingi.
Disksd.

File management first appearsi.
Additional OS responsibilitiese.

Advances to Batch System

This allows different processes to access different devicesi.
Ex: a web browser requires a lot of I/O so it will get that, and a virus scan will get CPU cyclesii.

Multiple jobs stored in memory with OSa.

Memory managementi.
File managementii.
Job schedulingiii.
CPU schedulingiv.
Communication among jobs incase they're relatedv.
Resource management (I/O, memory, CPU, etc)vi.

Additional OS responsibilitiesb.

Further improves system utilization ratei.
Advantagesc.

More complex OS design and implementationi.
Higher cost due to more complexityii.

Disadvantagesd.

Multi -programming system

Allows more then one person to use the computer at the same timea.

Process management must add fairness for usersi.
Memory management must add fairness for usersii.
File management must keep users from accessing each others informationiii.
Communication among usersiv.

Additional OS responsibilitiesb.

Multi -user (time sharing) system

Homework 1 posted -Due: Monday February 2, 2009

Input device Output deviceCPU and Memory

Monitor

User

Tapes/disks

User 1
User n

computer

   .   .   .

User 1
User n

/t¦ м  Χ  /t¦ b

   .   .   .

1/30/2009, 10:04 AM 

Computers with more then one processora.
Two main typesb.

Cheaperi.
More throughputii.
Better fault toleranceiii.

Advantagec.

CPU scheduling1)
Error detection and correction2)

More complex OSi.
Disadvantaged.

All CPUs do the same thingi.

Better fault tolerance1)
Advantagesii.

Work load balancing is not as good1)
Disadvantagesiii.

Symmetrice.

One CPU is master CPU that controls the othersi.

Balances work load much better1)
Advantagesii.

Master is critical if master breaks, system is done1)
Disadvantagesiii.

Asymmetric (master-slave)f.

Multiprocessor systems
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Multiple computers connected to each other locally (LAN sometimes)a.

Resource sharing (share applications, etc)i.
Advantagesb.

Computer management1)
CPU of each machine management2)
Communication between machines3)

Additional OS responsibilitiesi.
Disadvantagesc.

Cluster Computer Systems

A set of computers connected with WAN, MANa.
Seti@Homeb.
Can have different Osesc.
Different OSes an can make communication difficultd.

Distributed Computer System

None or limited user interaction1)
Efficiency is very importanti.

When you submit a job you specify the amount of time you need the job 
done in

1)

If it says it can it accepts the joba)
If it cannot do it in time, it rejects the jobb)

The OS decides if it can get the job done in that time2)

Hard real timeii.

When you submit a job it gives the job that needs to be done first, highest 
priority

1)
Soft real timeiii.

Real-time systemsa.

Support multi-form files (text, video, etc)i.
Multimedia systemsb.

Limited Resource concerns (storage, batteries, etc)i.
Easy to useii.
Efficiently use resourcesiii.
Optimized algorithmsiv.

Handheld systemsc.

Special Purpose Systems

Fixed timer1)
Variable timer2)

A timer is used to protect the CPU from being overruni.

Protection against infinite loops1)
OS can override programii.

CPU protectiona.

User mode vs. Kernel Modei.

Users can access devices with this1)
User modeii.

OS only access1)
Kernel modeiii.

Protection for other resourcesb.

Hardware protections

Summary

Process management1)

The static unit (code)a)
Singular existence (unless you have multiple copies of same program)b)

Program2)

Can run same program more then oncea)
Dynamic entityb)
Involves codec)
Program in executiond)
Program counter records statuse)
Intermediate resultsf)

Processes3)

Execute user programsi.

CPU, Memory, I/O, Disks, Etc1)

Tapes, I/O, memorya)
Device Management2)

Looking at device byte by byte or bit by biti)
Low level managementa)

Provides the interfacei)
Copy, store, etcii)

High level managementb)

File system3)

Controls and allocates resourcesii.

Modern OS Tasksa.
OS Components

Computer 1 Computer 2

Computer n

User
process

Request 
resume

OS mode

response

Resume 
execution

User mode
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Copy, store, etcii)

Processes1)
Machines2)

Facilitates communicationiii.

Memory usea)
Cpu useb)
Command infoc)
etcd)

Tracks user account info1)
Bookkeepingiv.

User accounts1)
User id, group id2)

Data security and resource protectionv.

2/2/2009, 10:04 AM 

ywang/teaching/csc460/demo/beginning
Passing parramteres via command line
DǊŜŜǘƛƴƎ      ŀǊƎм             ŀǊƎн         Χ     ŀǊƎ ƴ
argList[0]     argList[1]    argList[2] ...     argList[n]

Int main(int argCount, char** argList)
Cout << "\n************************** \n\n";

Cout << "Welcome to CSC460! \n";
If (agCount < 2)

Cout << "Welcome to CSC" << argList[i] << "! \n";
For  (int i=1; i<argCount; i++)

Else

Cout << "\n************************** \n";
Return 0

Program:

Input is in cstring form so you cannot directly add these.
You must first convert to numerical form first.

Chapter 2
How does an OS provide its service?

interface between a process and a useri.
System Calls a.

Interface between OS and a useri.
System programsb.

There are two general interfaces with the OS.

Part of OSa.
Resides in the memoryb.
Frequently used servicec.
Small size system calls/programsd.

Kernel:

Command interpreter:
Different ways of displaying interpreter

More efficient if you know the system welli.
Not user friendlyii.

Command-line interface (shell BASH)a.

User friendlyi.
Not very efficientii.

Graphical User Interface (GUI)b.

Appearance

You have to change the whole interrupter to change thingsi.
Don't have to searchii.

Interpreter (cmd)

Break;
/ŀǎŜ ŎǇΥ ŎƻǇȅCƛƭŜόΧύ

Break;
/ŀǎŜ ǊƳΥ ǊŜƳƻǾŜCƛƭŜόΧύ

ΧΦ

{switch (cmd)

}

Ex:iii.

Entire interpreter contains the code executing the commandsa.

Each command is an executable filei.
/ƘŀƴƎƛƴƎ ŀ ŎƻƳƳŀƴŘ ŘƻŜǎƴΩǘ ƳŜǎǎ ǿƛǘƘ ƛƴǘŜǊǇǊŜǘŜǊii.
File management has to be considerediii.
Allows you add your own services easieriv.
Searching slows the interpreterv.

Interpreter (cmd)
{ searchFile(cmd);
If (found)

Ex:vi.

Interpreter searches for, loads, and executes commandsb.

Implementation

hardware

OS

System
calls

System
programs

Command interpreter

user

process

Shell
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Execute the file (cmd);
If (found)

Display error;
Else

}
Second is used in Linuxc.

Read CH 2 in programming linux (red book)a.
$SHELL tells you the shell you're usingb.

Ls, mkdir, mv, date, echo, who, more, less, wc1)
Built in commandsi.

Variablesii.
Sequencesiii.
Scriptsiv.
Redirectionv.
Pipesvi.
Background processingvii.
Wildcardsviii.
Command substitutionix.

Shell partsc.

BASH basics (shell)

Built in 
commands

variables sequences scripts

redirection pipe Background 
processing

wildcards Command
substitution

2/4/2009, 9:57 AM

Sends output to the file1)
Overwrites o makes a new file2)

aCommand>aFile i.

Sends output to file1)
Appends to the file2)

aCommand>>aFileii.

date > tmp.txt1)
ls -l > tmp.txt2)

Exampleiii.

Output redirectiona.

Read input from a file1)
Pass to command2)

more < tmp.txta)
tr -d [:digit:] < tmp.txtb)

Example3)

aCommand < aFilei.

You can type in input in the blow example1)

wc -l << overa)
Example2)

aCommand << aWordii.

Input redirectionb.

Redirection

Command 1 input into command 2 then 2 goes to command 3i.
command 1 | command 2 | command 3a.

more tmp.txt | wc -li.

ls -l | wc -l1)
Count files in directoryii.

Exampleb.

Pipes

You want to do something else while running a long programa.
Using & you can do thisb.
When done it will output any output or you can send it to a filec.

longLoop &i.
Exampled.

Background processing

A wildcard character that matches any single characteri.
? a.

Matches zero or more charactersi.
*b.

Matches any one character in the listi.
[?+18txt]c.

Matches alpa-numeric only i.
[0-9a-zA-Z]d.

Exclude thesei.
[^?+24]e.

all .txt files1)
ls *.txti.

all files of name scriptDemo with any character 0, 1, 3, a, b, C, etc1)
ls scriptDemo?ii.

shows all tmp.txt files with ending num 3 to 6 (ie. tmp.txt3, tmp.txt4, etc)1)
ls tmp.txt[3-6]iii.

Examplesf.

Wildcards

Two main methods $(aCommand) and ̀ aCommand`a.
Command substitution
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Replaces that with the output of the commandi.
$(aCommand)b.

Replaces that with the output of the commandi.
`aCommand`c.

echo today is $(date)i.

shows how many users are on grok1)
echo there are $(who|wc -l) users on grokii.

Examplesd.

$SHELL, $HOME, $PATHa)
echo $SHELLb)

Environmental Variable1)

$$ -> PID of the shella)
echo $$b)
bashc)
echo $$d)
exit (leaves bash shell)e)

Local variables2)

Predefined Variablesi.

VarName=characterStringWithNoSpaces1)
VarName="character string with spaces"2)

name="Yang Wang"a)

Yang Wangi)
echo $nameb)

dept=CSc)

CSi)
echo $deptd)

Examples3)

User Defined Variablesii.

Different Typesa.
Variables

login shell{
subshell1
.
.
.
subshelln

2/6/2009, 10:03 AM 

Two Typesa.

Allows substitution of variables, wildcards, and commandsi.
"rawr"b.

Prevents all substitutions of variables, wildcards, and commandsi.
'rawr'c.

Quoting:

/ƳŘмΤ ŎƳŘнΤ ΧΤŎƳŘƴi.
Sequential Sequencesa.

Cmd1 && cmd2i.
Cmd1 || cmd2ii.

Conditional Sequencesb.

Commands

Number of the command line arguments passed1)
$# i.

The list of all command line arguments1)
$*ii.

Name of the script1)
$0iii.

Used to access the variables1)
$1 is the first argument2)
$2 is the second argument3)
$n is the nth argument4)

$1, $2, $niv.

Variablesa.

$(( expression))i.
+, -, *, /, %, <, ==, <=, !=, &&, ||ii.
x=$((3+20*5))iii.

Operators and Expressionsb.

Commandsi.
Any executable file nameii.

Statementsc.

Scripts

2/9/2009, 10:03 AM 

test aBooleanExpressiona.

There has to be spaces between expression and  [ ]si.
[ aBooleanExpression ]b.

Test Utilities

Must have space around = too1)
[ str1 = str2 ] i.

[ str1 != str2 ]ii.

String comparisona.
Comparison operators
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Not equal1)
[ str1 != str2 ]ii.

True if string is not empty1)
[ -n str ]iii.

Math Bash

= Expr1 -eq expr2

/= Expr1 -ne expr2

> -gt

>= -ge

< -lt

<- -le

i.

Integer comparisonsb.

Logical Bash

Not !

And -a

Or -o

i.

Logical comparisonsc.

Returns true if the file exists1)
-e fileNamei.

True if the file is regular (ie not a directory)1)
-f fileNameii.

True if the file is a directory1)
-d fileNameiii.

File conditionsd.

If condition

Statement
Then

Fi

Ifa.

If condition

Statement
Then

Statement
Else

Fi

Else ifb.

Patterin1) statement;;
Pattern2) statement;;

Case var in 

Esac

Casec.

For var in values

Statement
Do

Done

For loopd.

While condition

Statements
Do

Done

Whilee.

Shell Control Structures

Start with #a.
Use for documentationb.

Comments

Echo

Then echo No arguments

#calls previous cppGreeting program we made
cppGreeting $argument

Do 

Done

For argument in $*
Else

If [ $# -lt 1 ]

Fi
Echo

Example Bash Script

What kind of hardware?1)
Workstation, embedded device?2)

Hardwarei.

Multiprogram?1)
Multiuser?2)

System typeii.

Basea.
System design

Simple
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Multiuser?2)
Distributed?3)

Design for user?i.

Easy for updates1)
Easy to manage2)

For system managers?ii.

Time / coding trade off1)
Design for designer?iii.

Criteriab.

What are you going to provide?c.
How are you going to do that?d.

System Structure

Multiple levelsi.
No security ii.
User program can access anythingiii.

Simple structurea.

Some public operationsi.
Some hidden operationsii.
Better securityiii.
Efficiency is loweriv.
Harder to designv.

Layeringb.

User interacts via Kerneli.
Kernel controls file operations, memory operations etc.ii.
Better securityiii.
Better efficiencyiv.

Microkernelc.

Goes through kernel first then hands off operationsi.
Decent Securityii.
Higher efficiencyiii.

Modulesd.

Different kinds

Module structure

Layering

2/11/2009, 10:03 AM

Speedi.
Assembly language implementationa.

Easier to implement and updatei.
Faster to developii.

High level language implementationb.

Some assemblyi.
Some high levelii.
Frequently used components in assemblyiii.

Hybrid implementationc.

System implementation

For very specific componentsi.
Special OSa.

For a wide variety of componentsi.

Os designed for a gig of memory, you have 512, modify code1)
Modify the code for special casesii.

Does modifications for your hardware automatically1)
Load modulesiii.

Automatically loads the correct things to run the hardware1)
Execution time selectioniv.

General OSb.

System configuration

Run multiple OS from the same hardware inside OSa.
The virtual machines kernel mode and user mode both access only the user mode of the hosting OSb.
Slower then natively hosted OSc.

Virtual machines

Virtual Machine
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QUIZ FRIDAY CH 1 and CH 2

VMware

   Quiz 1 Page 11    



When it exists in memory, until removed for another purposea)
Lifetime of data item1)

Stored in stacki)
Locala)

Creates space at execution timei)
Dynamicb)

Data section stores thesei)
Static (global)c)

3 Types of Data items2)

Data Itemsi.

Process has a code section (text) in running stateii.

The program counter is a register1)
Next instruction location is stored in the program counteriii.

Stored in registers1)
Intermediate resultsiv.

SP register points to the chunk of memory where our relevant information for the  
process is being stored

v.

Process compositiona.

Process statesb.
Process control blockc.

Process Concept

When the process is createdi.
PCB createdii.
Once admitted moves to ready stateiii.

New statea.

In memory getting ready to runi.
CPU scheduler determines when process moves from ready state to running stateii.

Ready stateb.

If process is using the CPUi.
If it comes to a place where it needs input, it goes to waiting state, then ready state 
again.

ii.

If the OS causes an interrupt it puts it back in ready stateiii.
If it reaches exit, it goes to finish stateiv.

Running statec.

When the program is waiting something (ex: I/O)i.
Wait stated.

When process is donei.
Finish statee.

Process States

data

code

stack

heap

2/13/2009, 10:05 AM

Holds all the information about the processa.

PID (process id)i.
Process stateii.
PC (program counter)iii.
Registry links (to intermediate values in registry)iv.
Memory limitv.
I/O statusvi.

Containsb.

Process control block

Keeps track of what needs to be donea.
Gives it a time to runb.
SEE DIAGRAM TO RIGHTc.

Scheduling queues

Job queue Ready queue
  CPU

I/O queue

Wait for 
child

I/O complete

Child finishes

.

.

.

2/18/2009, 10:04 AM 

New homework up. Hw4.

Select jobs to load from mass storage to memoryi.
Affects a systems degree of multiprogrammingii.

Long term schedulera.
Schedulers

Notes
Wednesday, February 11, 2009

10:25 AM
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Affects a systems degree of multiprogrammingii.
Balances I/O bound and CPU bound processesiii.
Executed less often then other schedulersiv.

Select process from job queue in memory and loads into CPUi.

Must be very efficient, has time constraint1)
This runs very frequentlyii.

Short term schedulerb.

Partially executed process1)
If process is in CPU, this could swap the process out to diski.

Improves system utilizationii.
Affect the degree of multiprocessingiii.
Responds to higher iv.

Medium term schedulerc.

Happens when a scheduler moves a process out of execution1)
Save the status of the processi.

Resume the status of another processii.
Pure overhead, need to do fastiii.
Happens frequentlyiv.

Context switchd.

This causes a process hierarchya)
Processes can generate other processes1)

Could come from the parents processes memory areaa)
Could come from OS processes memory areab)

Resources for child process2)

Concurrent execution?a)
Wait for a child to finish?b)

Execution control3)

Same everything except 2a)
PID different, memory space differentb)

Duplicated 4)

Different code etca)
Non-duplicate5)

Child process creationi.
Process creationa.

Self termination1)
Some system call stop exit(0)2)
Itself or parent could terminate it3)
Os could terminate it4)

Different sources of terminationi.

Kill all child processes on main processes termination1)
Init adopts all child processes of the terminated process2)

Main finishes, child still running: 2 main approachesii.

De-allocate resources that were consumediii.

Process terminationb.

Process operations

2/20/2009, 10:03 AM 

Always test to see if your program worked correctlyi.

Use PID to distinguish parent from child.1)
The counter is also duplicated, the child does not run from the beginning.2)

Whoever called this fork will create a duplicated child processa)
Return in the parent process is the child processes' pidb)
Return value in the child is zeroc)
Both processes continue their execution concurrentlyd)

Success3)

No child createda)
Return value in parent process is -1b)

Failure4)

fork()ii.

Get process id (pid)1)
getpid()iii.

Get parents' pid1)
getppid()iv.

9ȄΦ Lƴǘ ŜȄŎŜм όŎƻƴǎǘ ŎƘŀǊ ϝŜȄŜŎǳǘŀōƭŜΣ Ŏƻƴǎǘ ŎƘŀǊ ϝŀǊƎΣ Χύ1)
The last argument must be a NULL pointer2)
If you have more then one argument, 1st should be the executable name or empty string3)

Replaces the calling process with another process' imagea)
The new process inherits the calling process' id and starts to execute from the beginningb)

Success4)

Returns -1a)
Failed5)

exec*()v.

int main()
int x=5, y=6, z=0, returnValue;
cout<<"\nProcess"<<getpid()<<": before:  x="<<x<<" y="<<y<<" z= "<<z<<endl<<endl;
returnValue = fork (); // to create child
if (returnValue == -1)
{ 

Examplevi.

Unix system callsa.

parent child

Duplicate child
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cout<<"\n failed to create child";
exit(0)

{ 

}

x=1
if (returnValue ==0) //this is child

z=x+y;
cout<<"\nProcess"<<getpid()<<": before:  x="<<x<<" y="<<y<<" z= "<<z<<endl<<endl;
return 0;

//this program will generate 4 processes
int main()
int x=5, y=6, z=0, returnValue;
cout<<"\nProcess"<<getpid()<<": before:  x="<<x<<" y="<<y<<" z= "<<z<<endl<<endl;
returnValue = fork (); // to create child

if (returnvalue == -1)

cout<<"\nFailed to create child";
exit(0)

{ 

}

x=1 
if ( returnvalue == 0 ) //this is a child

y=3;
if ( fork() == 0 ) //to create a child process

z=x+y;
cout<<"\nProcess"<<getpid()<<": before:  x="<<x<<" y="<<y<<" z= "<<z<<endl<<endl;

return 0;

Examplevii.

int main()
int x-5, y=6, z=0;
if (fork() == 0)

exec1("rebellingchild", NULL);
cout<<"Error occured in exec1(...)!\n";

{

}
z=x+y;
cout<<"\nparent: z="<<z<<endl<<endl;
return 0

Exampleviii.

2/23/2009, 9:58 AM 
2/25/2009, 10:04 AM 

Goes from process 1 to kernel to process 21)

Doesn't have to deal with synchronization, access rights, or memory sizea)
Easier to implementb)

Advantages2)

Less efficienta)
Interacts with kernel, must wait on the kernelb)

Disadvantage3)

Message passing systemi.

There is a shared section in memory for both processes1)
The message is put in the shared area2)
Share area setup by OS3)

Does not have to interact with kernela)
More efficientb)

Advantage4)

More complexa)
Size of memory must be determined -Not as flexibleb)
Access rights have to managedc)
Synchronization control - process must be able to determine what is useful and what is notd)

Disadvantage5)

Shared memory systemii.

2 main methodsa.

Automatically establishedi)
Connects only 2 processesii)
Only one link between processesiii)
Only a one way link between the processesiv)

Communication link propertiesa)
To/from a process (direct  communication)1)

Established only if two processes are sharing a mailboxi)
Communication link propertiesa)

To/from a mailbox (indirect communication)2)

Naming Issuei.
We will focus on message passing systemb.

Inter process communication
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Established only if two processes are sharing a mailboxi)
Can connect multiple processes, as long as they have the same mailboxii)
Allows more then one link between processesiii)
Allows for two way or more communicationiv)

{ŜƴŘŜǊ ŘƻŜǎƴΩǘ ǿŀƛǘ ŦƻǊ ǊŜŎŜƛǾŜǊa)
Process just continuesb)

Nonblocking send1)

The receiver retrieves either a valid message or no messagea)
Nonblocking receive2)

Sender waits for the message to received by the receiver or a mailboxa)
Cannot continue executionb)

Blocking send3)

Receiver is blocked until a message is availablea)
Blocking receive4)

Synchronizationii.

Temporary queue stores the messagea)
Direct1)

Mailboxa)
Indirect2)

Message cannot waiti)
Cannot hold messageii)
Must be blocking sendiii)

Zero capacity sizea)

Fixed sizei)
Can hold a certain number of messagesii)
Can be nonblocking send, as long as there is room leftiii)
Easier to build for programmeriv)

Bounded capacityb)

Dynamic sizei)
Can hold unlimited messages (conceptually)ii)
Always nonblocking sendiii)
Better for the useriv)

Unbounded capacityc)

Consider size3)

Bufferingiii.

By OS or processa)
Creation1)

By OS or processa)
Deletion2)

Control access rights3)
Check / recover lost or erroraneous messages4)

Managementiv.

Create a variable in parent before child generation then use for child to read1)

Example 1: passing parameters with exec1a)
int main(int argc, char** argv)
{ int x =3, y = 6, z = 0;
if (fork() ==0)

exec1("greeting", "", "131", "232", "333", NULL);
cout<<"Error occured in exec1(...)!"<<endl;

{

}
z=x+y;
cout<<"\nParent: z="<<z<<endl;
Example 2: using parents args in child with exec1b)
int main(int argc, char** argv)
{ int x =3, y = 6, z = 0;
if (fork() ==0)

exec1("greeting", "", argv[1], argv[2], NULL);
cout<<"Error occured in exec1(...)!"<<endl;

{

}
z=x+y;
cout<<"\nParent: z="<<z<<endl;
return 0;

We can use exec1(childPocess, arg list) to do this as well2)

Parent -> duplicate child processi.
Example: Direct Communication in Unixc.

Int kill (int aPID, int signal)a.
apid > 0: the calling process sends the signal to another process and waits for feedbackb.
Success returns 0c.
Failure returns 1d.
Example: a.out 6 e.
#example of kill command
#example call: a.out 6
#example call: a.out 6 &
# this one is used if you would like to be able to return to command prompt and enter ps
#include <iostream>
#include <signal.h> //for kill
using namespace std;

Kill command

   Quiz 2 Page 15    



int main (int argCount, char** argList)

int returnValue, pauseTime, aSignal=9; // 9 for terminateing a process

if ( argCount != 2 )

cout<<"correct useage: "<<argList[0]<<" seconds\n";
exit(0);

{

}

pausetime=atoi(argList[1]); //conve the arguemtn to an int

returnValue = fork();
if ( returnValue == 0 )

cout<<'\nChild("<<getpid()<<"): I'm getting into an infinte loop\n\n";
while (true)
{}

{

}

//only paent reaches here
cout<<"Parent("<<getpid()<<") pause for "<<pauseTime<<" seconds.\n";

if (!kill(retrunValue, aSignal))

cout<<"\nthe child has been terminated.\n\n";
{

}
else 

cout<<"\nOops. something went wrong with kill\n\n";
{

}

cout<<"Parent("<<getpid()<<") pause for another"<<pauseTime<<" seconds.\n";
sleep(pausetime);
cout<<"Parent("<<getpid()<<") is done.\n";

{

}

Child to parent communicationa.
void exit(int status)b.
0 <= status <= 255c.
Terminates the calling processd.
Wait for its parent to accept the statuse.
When a child terminates if its parent is alive, but is not waiting for it, the child becomes a zombie; if its parent has terminated, 
process init will adopt the child.

f.

Exit command

Return int is child pocess idi.
Int wait(int * childInfo)a.

Suspends the calling processb.
#include <sys/wait.h>c.
Waits for a child to terminated.
Success: receives info from terminated child and returns the pid of the childe.
Failure: return -1f.

16bits of nothingi.

Right shift 8 bits to retrieve status1)
8bit status is stored in the childinfoii.

Core dump or notiii.
Error code iv.

Childinfo is a pointer goes to a block that containsg.

Exampleh.
#include <iostream>
using namespace std;
#include <sys/wait.h>

int main()

cout<<"Parent("<<getpid()")\n";
cout<<"Enter two non negative intgers for addition: ";
cin>>x>>y;

if ( fork() == 0 )//this is a child

exit(z); //send the result back to the parent
{ int z=x+y; //do the work

}

childPid=wait(& status); //parent waits for the calculation result from child

if (childPid != 1)

int result = (status>>8);//extract result
{

{ int x, y, childPid, status;

Wait command
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int result = (status>>8);//extract result
cout<<\nchild(pid: "<<childPid<<") finds that: \n\ t\ t\ t";
cout<<x<<" + "<<y<<" = "<<result<<endl;

{

}
else cout<<"error in wait";

return 0;
}

2/27/2009, 10:08 AM 

Physically --One direction communication tooli.

You can write to the write end when you need to1)
Logically --Two way communicationii.

One side is write one side is readiii.
Multiple processes can write to pipeiv.
Multiple pipes can go between two processesv.
Fixed sizevi.

A parent processes executes the pipe1)
The parent forks children2)
They communicate by using read()/write() system calls3)

If a process only reads from a pipe, it should close the write end before the reada)
If a process only writes from a pipe, it should close the read end before it writesb)
When communication is completed, close all headsc)

Note: 4)

Normal procedurevii.

Creates a pipe1)
Store the read head in fileHandler[0] and write head in fileHandler[1]2)
Returns 03)

Success of  pipe(fileHandler[2])viii.

Return -11)
Failix.

Closes the a head1)

Return 0a)
Succcess2)

Return 1a)
Failure3)

close(fileHandler[0])x.

Example of indirect communication policies for readingxi.

Pipe has it, normal reaction let process have iti)
Process could be trying to read less than what the pipe containsa)

Allow partial read? unblocking readi)
Blocking read, wait for pipe to contain all your informationii)

Process could be trying to read more then is thereb)

Write end is open, more information could come in1)

Normal reactioni)
Pipe has more then what the process wantsa)

Disallowi)
Allow partial readii)

Process tries to read more then what is thereb)

Write end is closed2)

Multiple Scenarios

Normal reactioni)
Write less then the size of the pipea)

Allow partial writei)
Blocking writeii)
Disallow writeiii)

Write more then the size of the pipeb)

Read end open1)

Allow the writei)
Disallowii)

Write less then size of pipea)

Disallowi)
Write more then size of pipeb)

Read end closed2)

Example of indirect communication policiesxii.

Bytes -number of bytes to read/write1)
Non blocking read2)

If the pipe has less then the number of bytes you asked for, it will read 
whatever is in it.

i)

Will read up to the bytes number of bytes from the file referenced by 
aFileHandle into the buffer starting at buffer

a)

Return the number of bytes readb)

Success3)

Return -1a)
Failure 4)

int read(int aFileHandle, void * buffer, int bytes)xiii.

Pipes in Unixa.
Example of indirect communication
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Return -1a)

And the pipe is not empty, non blocking reada)
And the pipe is empty, blocking readb)

If write end is open 5)

Pipe is not empty, non blocking reada)
tƛǇŜ ƛǎ ŜƳǇǘȅΣ ǇǊƻŎŜǎǎ ŘƻŜǎƴΩǘ ƎŜǘ ŀƴȅǘƘƛƴƎΣ ƴƻƴ ōƭƻŎƪƛƴƎb)

If write head is closed6)

Write up to bytes bytes to the file referenced by aFileHandle from the buffer 
staring at buffer

a)

Return the number of bytes writtenb)

Success1)

Non blocking writei)
And have enough spacea)

Blocking writei)
No partial writeii)

And don't have enough spaceb)

If read head is open2)

And process tries to write, that processes is terminated without error messagea)
If read head is closed3)

int write(int aFileHandle, const void *buffer, int bytes)xiv.

3/2/2009, 10:03 AM

Examplea.
//parent
int main()

const int rHead=0, wHead=1;
int pipeToChild[2], anInteger;
ostringstream rHead4Child;

pipe(pipeToChild); //create pipe
rHead4Child<<pipetoChild[rHead]; convert an integer to a stream

if (fork() ==0) //this is the child

//the pipe head is convert from a stream to a c string
exec1("child1", "", rHead4Child.str().data(), NULL);

cout<<"Error occued in exec1(...)!\n";
exit(0);

{

}

close(pipetochild[rHead]); //parent only writes to this pipe

//parent recieves data value from a user
cout<<"\n*********************************************** \n\n";
cout<<"Parent("getpid()<<") recevies an integer fom user: ";
cin>>anInteger;
cout<<"\n*********************************************** \n\n";

write(pipeToChild[wHead], &  anInteger, sizeof(int));

close(pipeToChild[whead]); //done with writing
return 0;

{

}

//child
int main(int argCount, char** argList)

aNumber;
int readHead,

if (argCount<2)

cout<<"Correct useage"<<argList[0]<<" readHead \n";
exit(0)

{

}

//retrieve the read head of the pipe
readHead=atoi(argList[1]);

//read an int from the pipe

cout<<"\nChild reading error.\n";
if (read(readHead, & aNumber, sizeof(int) != sizeof(int))

else

cout<<"Child("<<getpid()<<") receives: "<<aNumber<<endl;
{

{

Pipes (contd)
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cout<<"Child("<<getpid()<<") receives: "<<aNumber<<endl;
{

}
close(readHead);
return 0;

}

End point of a communication linki.
Often represented by an IP address with a port numberii.
All port numbers below 1024 are well known portsiii.

Allows communication between process over a network1)
Associate with only two processes2)

Characteristics of communication linkiv.

Set up a data structure for a server socket addressa)
Create a socketb)
Bind the socket to the server socket address (bind a and b)c)
Specify the size of the sockets waiting queued)
Accept a socket connection request from a cliente)
Serve the clientf)

Int socket(int domain, int type, int protocol)i)
Int bind(int sockFd, const struct sockaddr *sockAddr, int sockAddrLen)ii)
Int listen(int sockFd, int maxConnections)iii)
Int accept(int sockFd, struct sockaddr * addr, int * addrLen)iv)

Removes a file1.
Int unlink(const char * fileName)v)

Commands:g)

Server Side1)

Setup a data structure for a client socket addressa)
Create a socketb)
Connect the socket with the server's socketc)
Communicate with the server read()/write()d)
After you are done, close the sockete)

Int connect(int sockFd, const struct sockaddr * serveraddr, int *addrLen)i)
Commandsf)

Client2)

Normal Procedurev.

Socketsa.
Communication in client-server systems

3/9/2009, 10:13 AM 

#include <iostream>
#include <sys/socket.h>
#include <sys/un.h> // for PF_UNIX domain's server socket address

int main()

int serverSocket, servingSocket;
struct sockaddr_un serverSocketAddr, servingSocketAddr;
socklen_t addrLenth;

message[] = "How are you?",
* infoFormClient;

char serverSocketName[] = "/tmp/2009s",

int infoLen, messageLen = sizeof(message);
const int waitingQueueSize = 5;

{

// 1. Set upt he server socket addres.
serversocketAddr.sun_fimilay = PF_UNIX;
strcpy(serverSocketAddr.sunpath, serverScoketName);
addrLength = sizeof(serverSocketAddr);

// 2. Create a Socket
serverSocket = socket(PF_LOCAL, SOCK_STREAM, 0);

// 3. bind the socket to the local address
unlink(serverSocketName); //remove it if a socket with the same name exists
bind(serverSocket, (struct sockaddr *) & serverSocketAddr, addrLenth);

// 4. Specify a waiting queue size
listen(serverSocket, waitingQueueSize);

cout<<"\n*********************************************************** \n";
cout<<"I'm waiting for clients. Use ctrl-C to interupt me.\n";
cout<<"\n*********************************************************** \n";

Server programa.
Sockets (continued)
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while (true)

// 5. Accpet a request
// used for the communication
servignSocket = accept(serverSocket, (struct sockaddr *) & servingSocketaddr, 
&addrLength);

// 6. communicate with a clietn through the serving socket
//write a messsage to the client
write(servingSocket, & messageLen, sizeof(int));
write(servingSocket, message, messageLen);

//read a response from the client
read(sevingSocket, & infoLen, sizeof(int));
infoFromClient = new char[infoLen]; //allocate space for the message

read(servingSocket, infoFromClient, infoLen);
cout<<"\n\ tResponse from a client:\ t"<<infoFromClient<<endl<<endl;

// 7. close the serving socket and deallocate teh space fo the message
close(servingSocket);
delete [] infoFromClient;

{

}
}

#include <iostream>
#include <sys/socket.h>
#include <sys/un.h>

int main()

char serverSocketname[] = "/tmp/2009s";
struct sockaddr_un serverSocketAddress;
int clientSocket, addrLength, infoLen;
char * infoFromserver, response[] = "I'm fine.";

//1. Set up the server address
serverSocketAddress.sun_family = PF_LOCAL;
strcpy(serverSocketAddress.sun_path, serverSocketname);
addrLength = sizeof(serverSocketAddress);

//2. Create a socket
clientSocket = socket(PF_UNIX, SOCK_STREAM, 0);

//3. Try to connect to the server socket
if (connect(clientSocket, (struct sockaddr *) & serverSocektAddress, addrLength)<0)

cout<<"client connection error. \n";
exit(0);

{

}

//4. Communicate with the server through the socket
//read a message from the server
read(clientSocket, & infoLen, sizeof(int));
infoFromServer = new char[infoLen]; //allocate space for the message

read(clientSocket, infoFromServer, infoLen);
cout<<"\nMessage from the server:\ t"<<inforFromServer<<endl<<endl;

//write a response to the server
infoLen = sizeof(response);
write(clientSocket, & infoLen, sizeof(int));
write(clientSocket, response, infoLen);

//5. cloes the socket and deallocate the space for the message
close(clientSocket);
delete [] infoFromServer;

return 0;

{

}

Client programb.
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Process share the same data set and codea.

statusi.
At any given time one thread is running on a single processing systemii.
Creation / terminationiii.

Similarities to processesb.

Share the same data and texti.
²ƘŜƴ ǎǿƛǘŎƘƛƴƎ ǘƘǊŜŀŘǎ ȅƻǳ ŘƻƴΩǘ ƘŀǾŜ ǘƻ ŎƻǇȅ ǘƘŜ ŎƻŘŜ ŀƴŘ ǘŜȄǘ ŀǊŜŀii.

Differences from processesc.

One thread calls a blocking operation, the entire process blocksi.
Threads cannot execute concurrentlyii.
More efficient, don't have to quit a kernel thread each time a user thread quitsiii.
Unlimited user threadsiv.

Many (User side) to One (kernel side)d.

If one thread calls a blocking operation, the process can still goi.
Threads can execute concurrentlyii.
Each time you quit a user thread, you must quit a kernel threadiii.
Limited user thread numbersiv.
Have to create a new thread for each user threadv.

One (User side) to One (kernel side)e.

If one thread calls a blocking operation, the process can still goi.
Threads can execute concurrentlyii.
unlimited user threadsiii.
Efficientiv.

Many (User side) to Many (kernel side)f.

This is the two level systemi.
Some systems support one to one and many to manyg.

Do you copy all sub processes?1)
A thread invokes fork()i.

Designing an OS to use multithreadingh.

Threads
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CH 4

Run concurrentlya.
Process share the same data set and codeb.

statusi.
At any given time one thread is running on a single processing systemii.
Creation / terminationiii.

Similarities to processesc.

Share the same data and texti.
²ƘŜƴ ǎǿƛǘŎƘƛƴƎ ǘƘǊŜŀŘǎ ȅƻǳ ŘƻƴΩǘ ƘŀǾŜ ǘƻ ŎƻǇȅ ǘƘŜ ŎƻŘŜ ŀƴŘ ǘŜȄǘ ŀǊŜŀii.

Differences from processesd.

One thread calls a blocking operation, the entire process blocksi.
Threads cannot execute concurrentlyii.
More efficient, don't have to quit a kernel thread each time a user thread quitsiii.
Unlimited user threadsiv.

Many (User side) to One (kernel side)e.

If one thread calls a blocking operation, the process can still goi.
Threads can execute concurrentlyii.
Each time you quit a user thread, you must quit a kernel threadiii.
Limited user thread numbersiv.
Have to create a new thread for each user threadv.

One (User side) to One (kernel side)f.

If one thread calls a blocking operation, the process can still goi.
Threads can execute concurrentlyii.
unlimited user threadsiii.
Efficientiv.

Many (User side) to Many (kernel side)g.

This is the two level systemi.
Some systems support one to one and many to manyh.

Do you copy all sub processes?1)
A thread invokes fork()i.

Designing an OS to use multithreadingi.

Threads

If a thread cancels another it will be allowed to finish a necessary step before 
cancellation

i.

Saferii.

Deferred cancellationa.

Cancels immediatelyi.
Asynchronous cancellationb.

Thread Cancellation

Sending a message to another thread or processa.
Normally: depends on the synchronous signalb.

Generated within the processi.
Usually goes to one particular threadii.

Synchronous signalc.

Ie, user press ctrl c to stop process 1)
Generated outside the processi.

Sent to all threads of a processii.

Asynchronous signald.

Signal handling

Create fixed number of threads at the start of processa.

Quicker responsei.
Advantageb.

Limited thread numberi.
Disadvantagec.

Thread Pools

Similar to PCBa.
Thread specific data

Each thread is attached to a kernel threadi.
User threads run through the kernel threadii.

The process the user thread runs on is like VM to the kernel thread1)
They have lightweight processesiii.

User thread schedulera.

Schedules kernel thread processesi.
Os schedulerb.

Manages the communicationi.
Kernel thread sends messages to itii.
Handles interruptsiii.

User thread libraryc.

The procedure of kernel informing an application about an event.i.
Up calld.

Scheduler activations

Notes
Monday, March 16, 2009

10:16 AM
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The procedure of kernel informing an application about an event.i.

Supports user and kernel threadsi.
POSIX pthreada.

Only supports kernel threadsi.
Win32 threadb.

Windows: only kernel threads allowed1)
Unix based: user and kernel threads allowed2)

Support depends on systemi.
Java threadc.

Thread library

Tries to create a threadi.

Executes the code inside the function1)
Threads associate with a functionii.

Int pthread_create(pthread_t * threadId, const pthread_attr_t * attr, void * (* 
suboutine)(void *), void *arg)

a.

Wait until this a certain thread finishes then executei.
Int pthread_join(pthread_t threadId, void * * returnvalue)b.

Like regular exit but for a threadi.
Since it is a pointer you can pass whatever you wantii.

Void pthread_exit(void * returnValue)c.

Sends a signal to the thread to kill iti.
Int pthread_kill(pthread_t threadId, int signal)d.

Thread Functions

3/18/2009, 10:09 AM 

You can use sleep to make one thread execute firsta.
Thread Debugging

Access global data sectiona.
Pass a parameterb.

Thread communication

HW 7 on Eccentric

Ch 5: CPU Scheduling

Multiprocessor systemsa.
Why do we need a CPU scheduler?

Process cannot run anymore1)
A process goes from running state to terminated2)
A process goes from running to waiting3)

Non-preemptive schedulingi.

Was interrupteda)
A process goes from running to ready1)

A process goes from new to ready2)
A process goes from waiting to read3)

Preemptive schedulingii.

Executed whena.
When do we need the CPU scheduler?

Scheduler selects a processa.
Scheduler calls the dispatcher to do the functionsb.

Switches process contexti.
Switches to user modelii.
Starting / restarting a processiii.

Dispatcherc.

How does the CPU scheduler work?

Time sharing systems need low waiting timei.
Depending on the system some of these may be more important then othersa.

Number of processes completed per unit timei.
Throughput ( or mean service rate)b.

Try to make this 1i.
If it is much larger then 1, your system is overloadedii.
If it is much less then 1, your system is not being used to full potentialiii.

CPU utilization  = mean arrival rate/mean service ratec.

Time = time(completion)-time(submission)i.
Minimize thisii.

Turn around timed.

The total time spent in the ready queue by a processi.
Minimize thisii.

Waiting timee.

Time = time(first response)-time(submission)i.
Minimize thisii.
Particularly important for time sharing system (multiuser)iii.

Response Timef.

Measurements of Efficiency of an Operating Systems

3/20/2009, 9:58 AM

First come, first serve (FIFO)a.
Scheduling
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Priority of a process is determined by the time of its arrival at the ready queuei.
Non-preemptiveii.

Easy to implement1)
Advantageiii.

Performance/Average waiting time varies dramatically1)

A set of I/O bounded processes arrive firsta)
It takes much longerb)
The CPU will sit idle or I/O will be idlec)

Convoy effect2)

Disadvantageiv.

@0: P0 first for 40, @40: p1 second for 20, @60: p2 third for 5 
Time line is used to analyze1)

Process CPU burst Arrival Time Wait time Turnaround time

P0 40 0 0 50

P1 20 0 40 60

P2 5 0 60 65

Average                                            100/3=33.3  165/3 = 55 

Process CPU burst Arrival Time Wait time Turnaround time

p2 5 0 0 5

p1 20 0 5 25

p3 40 0 25 65

2)

Average                                                30/3=10  95/3=31.6667 

Example: v.

First come, first serve (FIFO)a.

If the same CPU burst for two processes use First come first server1)
Priority determined by CPU bursti.

Shorter average waiting time usually1)
Advantageii.

Starvation: long program may never run1)

Predict with Tn+1 = alpha tn + (1-alpaha)Tna)
tn is length of the nth cpu burstb)
Tn length of the n5h predicted cpu burstc)
Alpha coefficient between 0 and 1d)

Generally you don't know the CPU burst time2)

Disadvantageiii.

Can be either preemptive or non preemptiveiv.

Process info: process burst arrival time, p0 40 0, p1 20 0, p2 5 0, p3 20 301)

PROCESSCPU BURSTARRIVAL TIMEWait/response time Turnaround time

P2 5 0 0

P1 20 0 5

P0 40 0 25

P3 20 30 35

Non preemptive versionv.

Response time is different1)
Process info: process burst arrival time, p0 40 0, p1 20 0, p2 5 0, p3 20 302)
Time line: p2 p1 p0 p3 p03)

PROCCESSCPU BURSTARRIVAL TIMEWait time turnaround time

P2 5 0 0

P1 20 0 5

P0 5 0 45

P3 20 30 0

Preemptive versionvi.

Shortest job firstb.

3/30/2009, 9:05 AM 

Assign a priority to different processesa.

OSi.
Userii.

Process priority determined byb.

Can be decreased to -20 by a super useri.
The lower the number the higher priorityii.
Normal user can increase to 20iii.
The higher the number the lower the priorityiv.

Default process priority is 0c.

Can have preemptive and non preemptive versionsd.

Solved by using aging, the older the process gets the higher its priority (lower number)1)
Things with higher priority could hog all resources, lower priority process could be starvedi.

Disadvantagee.

Priority Scheduling

Better response time then any other response time in generali.
Advantagesa.

Disadvantageb.

Round Robin Scheduling
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Average waiting time is longeri.

If the quantum time was decreased we have to switch back and forth even more1)
If the quantum time was increased we have less switching2)

Spends a lot of time switching processes in and outii.

Create a ready queue as a circular FIFO queuec.

Should be large enough with respect to switch timei.
If very small quantum its like shortest job firstii.
If very large its ike first come first serveriii.

Setup a time quantumd.

Each process is allocated CPU for up to certain time quantum, and unfinished processes move to 
the end of the ready queue

e.

One method is to put new arrivals at the end of the ready queuei.

Lowers the response time1)
Good for time sharing2)

Second method is put the new arrival at the front of the ready queueii.

New arrival process variationsf.

Assume the new arrivals go to the end of the ready queueg.

0[p0]20[p1]40[p0]56[p2]70[p2]90[p3]110[p2]130[p3]140i.
Ready queue: p0 p1, p0, p0 p2, p2, empty, p3 (@75), p2, p3ii.

For Quantum 20h.

0[p0]30[p1]50[p2]90[p3]120[p2]140i.
Ready queue: p0 p1, p1 p2, p1, p3, p2, emptyii.

For Quantum 40i.

These type of things will be on the test and quiz

Proccess P0 P1 P2 P3

CPU BURST 30 20 60 30

Arrival time 0 0 30 75

Quantum Average

20 Twait

Tturnaround

Tresponse 0 20 20 15 55/4 = 13.75 

40 Twait

Tturnaround

Tresponse 0 30 20 15 65/4 = 16.25 

4/1/2009, 9:05 AM 
4/3/2009, 9:00 AM 

Statically classify processes by different attributesa.

Each process waits for the CPU in the same ready queue during its life timei.
Each ready queue can use its own scheduling algorithmii.
Some example ready queues: system processes (shortest job first), interactive processes 
(round robin), background processes (first come first serve), etc

iii.

Use different ready queue for different types of processesb.

You could use round robin i.

Only get to lower priority queue programs if higher priority queue programs are done1)

New process can interrupt current running processi)
Preemptive on processa)

The new process will come in after the current process is donei)
Preemptive on queueb)

The current process would finish its segment but next time if new process 
gets higher priority it will get run

i)
non preemptive on processc)

The current process would completely finishi)
Non preemptive on queued)

When  a process arrives at a higher priority queue2)

Absolute priorityii.

Whatever scheduling you chooseiii.

Scheduling among multiple ready queuesc.

Multi -level queue scheduling

Dynamically classifies processesa.
Exampleb.

         0 [p0] 10  [p1]  20 [p0]  35  [p2]  45 [p1] 55 [P2] 70 [P0] 75 [P2] 90 
Q0(P0 p1),  Q0( p1),  Q1(p0), Q1(p1),  Q0(P2) Q2(P0), Q1(P1,P2), Q1(P2), Q2(P0, P2)

Multi -level feedback queue scheduling

One processor does the scheduling and this processor maintains the ready queue1)
Asymmetric multiprocessingi.

Each processor schedules itself1)

Need to synchronize shared data accesses (this is difficult)i)
One ready queue all processors accessa)

Need balance workloadi)
Each CPU had its own ready queueb)

Possibilities2)

Symmetric multiprocessingii.

Homogenous systema.
Multiprocessor scheduling
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If a processors' ready queue is really long, it can be pushed to another 
processor with less stuff 

i)
Push migrationc)

If a processors' ready queue is short it can pull jobs from other processorsi)
Pull migrationd)

2 types: Soft and hard affinityi)
Processors have their own cache and then connect to memoryii)
If you move one process from one processor to another processor you 
must fix the program in the cache of the first processor after you finish 
running the process 

iii)

Moving from one processor to another processor could negate any gains 
because of the problems involved with switching

iv)

Processor affinitye)

Different processors do different thingsi.
Have to assign the correct type of process to the correct processorii.
Individual ready queues for each processoriii.
Sharing the ready queue across all alike processorsiv.
New issue: Compatible work, load distributionv.

Heterogeneous systemb.

If single processor, all processes compete for CPU this is SCS1)
One to onei.

Uses LWP (virtual processor)1)
Processes will compete for LWP2)
This is PCS 3)

Many to one and many to manyii.

You want to balance among the physical CPUs not logical CPUs1)
Inside each CPU there are multiple logic CPUsiii.

System-contention scope (SCS) vs. process contention scope (PCS)a.
Thread Scheduling

4/6/2009, 9:03 AM 

Choosing a scheduling algorithm
Step 1: select target measurements

+Easy and fast to analyze
-Results are very specific to work load given
-Could draw incorrect conclusion
Given algorithms
Given workloads
Compute the measurement

Deterministic modeling

+If you model well, the results will be more accurate then deterministic modeling
-Involves complicated math often

Ex. Little's formula
n= lambda*w
N is average queue length
Lambda is average arrival rate
W is average waiting time

Create mathematic model to describe system behavior

Assume / estimate some distribution
Computing the measurements according to the formula

Queuing modeling

-Time consuming
-Accuracy depends on how good the data structure design is
Creating a system model with data structures to represent various system components 

Random generation
Mathematical formula generation
Empirically collect data set

Generate simulation data

Collect the measurements

Simulations

+Gives accurate results
-Expensive
Submit each process to multiple systems with different algorithms
Collect the measurements

Implementation

Step 2: compare with different algorithms

4/8/2009, 9:06 AM

CH 6 - Process Synchronization

When two processes depend on each other and run separately race condition could exista.
In the example at the right, both processes try to modify counter which can create a problemb.

Race Conditions
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Producer:
While (true)

Produce an item to nextProduct;
While (counter == n) do-no-op; //when buffer is full
Buffer[in] = nextProduct;
In = (in + 1) mod n;
Counter++;

{

}

Consumer:
While (true)

While (counter == 0) do-no-op; // when there isnt anything in buffer
consumedItems = buffer[out]
Out = (out+1) mod n
Counter --;
Consume the item in consumedItem

{

1 Register1 <--counter
2 Register1 ++
3 Register1 --> counter
A Register1 <--counter
B Register1 --
C Register1 --> counter
Since there are 3 steps if you increment and decrement at the same time, they could be ran: 1 2 a b c 3 
and then the counter would be 6 not 5 as it should be

i.

This is an example of a race conditionii.
Examplec.

For philosopher I
While (true)

Thinking
Pickup-chopstick(i)
Pickup-chopstick(i+1)
Eating
Putdown-chopstick(i)
Putdown-chopstick(i+1)%5

{

}
If everyone picks up a chopstick at the same time, everyone will have one and there will be no fix.
Starvation could happen as well.

Segment of code that accesses some shared data that should not be accessed simultaneously by multiple 
processes

a.

Repeat

Regular code
Critical section: Accesses shared data
Regular code

{

} until (false)

Identify all critical sections from each processb.

Repeat

Regular code
{

You need to add extra code to deal with critical sectionc.

Critical-section problem
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Regular code

Critical section: Accesses shared data
Entry Section

Exit Section
Regular code

{

} until (false)
The entry and exit section solve the synchronization problemi.

Requests and acquires exclusive control of the shared data1)
Entry sectionii.

Releases the exclusive control of the shared data1)
Exit sectioniii.

Mutual exclusioni.

If no one is accessing the shared data, only processes in entry section and sections will participate in 
making a decision on which process gets to into the critical code section.

1)

This decision should not take indefinite time2)

Progressii.

A bound must exist on the number of times that other processes are allowed to enter their critical 
sections after a process has made a request to enter its critical section and before that request is 
granted. 

1)
Bounded waitingiii.

Requirements for solutiond.

Add another shared data item1)
Turn could be p0 or p1 and specifies who can access the critical code

Process P0 P1

Entry Code While (turn!=p0)
{ do nothing}

While(turn!=p1)
{ do nothing }

Critical section Counter++ Counter--

Exit Code Turn = p1 turn = p0

This solution satisfies all requirements except progress2)

Checks turn and if they need to access the critical code sectiona)
Could add a flag[p0], flag [p1]b)
Below satisfies all processesc)

Progress3)

Process P0 P1

Entry code Flag[p0]=true
Turn = p1
While (flag[p1] and turn==p1)

Flag[p1]=true;
Turn=p0;
While (flag[p0] and turn == p0)

Critical section Counter++ Counter--

Exit code Flag[p0]=false; Flag[p1]=false;

4)

Software based solutioni.

Bool TestAndSet(bool *lock)a)

bool previousStatus = *lock;
*lock = true;
Return previousStatus

{ 

}
.ƻƻƭ ƭƻŎƪҐŦŀƭǎŜΣ ǿŀƛǘƛƴƎώƴϐҐϑŦŀƭǎŜΣ Χ ŦŀƭǎŜϒb)
Pi: bool key = false;
While (true)

Waiting[i]=true;
Key=true;

Key = TestAndSet(lock)
While (waiting[i] and key)

Waiting[i]=false;
Critical section
// look for process waiting for critical section
j=(i+1) mod n

j=j+1 mod n
If (j==i) lock = false;
Else: waiting[j]=false;

While j!=I and !waiting[j]

{

ΧΦ
}

Make it into one CPU instruction1)

Easy to implementi)
Works greatii)

In single processors systema)

Must notify the other CPUs that you are running  a critical sectioni)
In multiprocessor systemb)

Disallow interrupts while in a critical section2)

Hardware level solutionii.

Programming Language level solutioniii.

Solutionse.

4/13/2009, 9:47 AM
4/15/2009, 9:23 AM

A share data itema.
Can only be accessed atomicallyb.

Semaphores
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Can only be accessed atomicallyb.

Only hold 0,1i.
Binary semaphores (mutex)c.

Hold more then 0,1i.
Counting semaphoresd.

Wastes cp cycles1)
Might need to swap it out2)

Single processor systemi.

Other processes can still go forward on other processors1)
One processor will still be taken up2)
If a process on all processors is in spinlock, all cpus will be spin locked3)
Less likely hood of swapping out4)

Multiprocessorii.

Wait(s)

While (s<=0) do nothing;
s--

{

}

Wait operation

Signal(s)

s++
{

}

Signal operation

Spinlockse.

Struct semaphore

Int value;
PCB *List;

{

}
Semaphore s;
Wait (s)

s.value--;
If (s.value<0)

Insert (S.list, theCallingProcessPCB);
Block();

{

}

{

}
Signal(s)

s.value++;
If (s.value<=0)

// remove a process from the waiting list
P=removeAProcess(s.list);
// put the process back into ready queue
Wakeup(p);

{

}

{

}i.

Wake-up semaphoresf.

Usagesg.

#includei.
Int pthread_mutex_init(pthread_mutuex_t *mutex, const pthread_mutexattr_t *attr)ii.
Int pthread_mutex_destory(pthread_mutex_t *mutex)iii.

Only the process that locked this mutex can unlock it1)
So unlock it after you're done!2)

Int pthread_mutex_lock(pthread_mutex_t *mutex)iv.

Posix semaphoresh.
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